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Cloud Server Efficiency

CloudSuite 4.0

• Constant demand for more servers

• Increasing costs of HW, space & power

Cloud Applications are Scale-out

• Serve independent requests/tasks

• Operate on huge dataset split into shards

• Communicate infrequently

Processors for Scale-Out 
Workloads

Modern Servers are Scale-Up

• Aggressive cores

• Large instruction 
window

• L2 & large L3 cache
  

• Vast Bandwidth
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Master node

Server

Dataset

Need for a cloud-native CPU design
There is plenty of room for improving 

processors running scale-out workloads.

Research Directions

Interesting opportunities for research on   
scale-out server workloads

Why not Conventional Scale-Up Processors?

In-Memory Analytics
Recommendation System

Graph Analytics
GraphX

Data Analytics
Machine learning

Web Search 
Apache Solr

Media Streaming
Nginx, HTTP Server

Web Serving
Nginx, PHP server

Data Serving
Cassandra NoSQL

Data Caching
Memcached

• Software stack maturity in x86 and ARM ISAs

• Cloud-native CPU design for scale-out server 
workloads

• Power and energy consumption characteristics  
of scale-out server workloads

• Properly utilizing a socket with 100 cores and 
beyond (e.g., AmpereOne)

• Novel core frontend design leveraging 
instruction commonality among the cores

• Updated software stacks

• Supporting the ARM ISA

• Updated datasets and documentations

• Proper tuning guidelines

• Tested on real modern x86 and ARM 
servers 

How efficient are scale-up servers for 
scale-out applications?

Many non-aggressive OoO cores

Smaller & faster LLC

Fast instruction-supply path

Correctly provisioned off-chip B/W

Missing notion of repetitive request handling

Clearing the Clouds [Ferdman, ASPLOS’12] already highlighted:

− Too fat cores: Low power efficiency

− Too few cores: Low parallelism

− Too much cache: Slow, waste of silicon
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Updated software stacks and multi-
architecture support in the latest version

Developed based on general purpose applications’ needs

Special accelerators for a workload

Leverage repetitions to simplify HW

†PARSA, EPFL ‡Stony Brook University✣ EcoCloud, EPFL

One size does not fit all: need for workload-specific hardware specialization
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Deep Koopman Operator-based

degradation modelling
Sergei Garmaev, Olga Fink

Intelligent Maintenance and Operations Systems Lab, EPFL

Chair of Intelligent Maintenance & 
Operations Systems (IMOS)

Motivation

• A crucial criterion for reliable health indicators is their capability to discern a degradation trend

• Koopman theory provides a means to find coordinates where dynamics becomes linear

• Based on this theory, there was previously proposed the Deep Koopman Operator (DKO) approach that learns linear dynamics operator in the 

latent space of an autoencoder

• In this work, our objective is to evaluate if DKO and proposed in this work Koopman-inspired Degradation Model (KIDM) are able to 

construct reliable health representation of industrial dynamical systems and develop an approach that is able to capture the hidden 

degradation dynamics for the trendable degradation predictions

• We learn the dynamics of the process by DKO and KIDM and evaluate the learned representations in the Remaining Useful Life (RUL)

prediction

Koopman Operator

✓Finite-dimensional

❑Nonlinear

❑Infinite-dimensional

✓Linear

• There exist infinite-dimensional 

space where the system dynamics 

becomes linear

• In applications, one usually looks for 

finite-dimensional approximation of 

such space

Deep Koopman Operator (DKO)

• Based on autoencoder architecture

• Learns invertible mapping of system state 

to latent space

• Further, learns linear dynamics in the 

latent space and in the initial system state 

space over multiple timesteps

Previous DKO-based model for control systems

• Koopman operator is produced by encoding the 

control vector

• Control vector is applied again, together with the 

latent representation, to predict the future state

• Reconstruction task without applying Koopman 

operators in the latent space allows Koopman 

operator to learns the dynamics of degradation

• Previous DKO-based setups for controlled systems 

mainly have a linear mapping to Koopman 

observables

• Linear mapping of control may limit the choice of 

observables

• Control has significant influence on the 

observables space

Case studies

1. Li-ion battery under 

constant current load Discharge current is random 

piece-wise constant function.

Hidden health parameters 

are similar to the case 1.

RUL predictions
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[3] M. J. Daigle, K. Goebel, Model-based prognostics with concurrent damage

progression processes, IEEE Transactions on Systems, man, and cybernetics: 

systems

43 (3) (2012) 535–546.

ReferencesConclusions

• DKO can be used to represents the health state of the dynamical system in 

the unsupervised manner

• Incorporating multiple steps prediction loss helps to build a more robust 

model

• We roposed KIDM algorithm showed superior performance in early lifetime 

RUL prediction

• DKO and KIDM approaches are robust in RUL prediction even with one 

ground truth run-to failure trajectory

• Learned Koopman operators can be further analyzed

*Author is a Ph.D. student at EDCE, EPFL and a doctorial assistant at Intelligent Maintenance and Operation Systems (IMOS)

Email: sergei.garmaev@epfl.ch

Hidden health parameters:

• Number of available Li-ions

• Internal resistance of battery

2. CNC milling machine cutters

High frequency time-series. Each 

cutter has 3 flutes that accumulate 

wear during the lifetime.

Hidden health parameters:

• Number of available Li-ions

• Internal resistance of battery

3. Li-ion battery under 

varying current load 

1. Li-ion battery under 

constant current load

2. CNC milling machine 

cutters

3. Li-ion battery under 

varying current load 

Proposed Koopman-Inspired Degradation Model

(KIDM)

https://dx.doi.org/10.21227/jdxd-yy51


Heterogeneous execution framework – work in progress: single vs multi-node solution

SKA SDP Imaging Pipeline

SKA Regional Centres

SKA-Low 
131 072 Antennas
Western Australia
50 MHz – 350 MHz

7.2 Tb/s

2x Science Data Processors
~700 PB/yr

SDPSDP

CSPCSP

 
SKA-Mid
197 Dishes
South Africa
350 MHz – 15.4 GHz, aim for 24 GHz

8.8 Tb/s 2x Central Signal Processors
~5 Tb/s

The Square Kilometer Array Observatory in a Nutshell

Codesign Strategies for 
Energy-Efficient Exascale Computing 

for SKA Observatory 
Denisa Constantinescu1, Benoît Denkinger1, Miguel Peon Quiros2, Jean-Paul Kneib3,4, David Atienza1,2

1Embedded Systems Laboratory, 2EcoCloud, 3LASTRO – École Polytechnique Fédérale de Lausanne, 4SKACH

Sustainable computing + big data + high throughput

Software pipeline not fixed and evolving 

HW-SW codesign
CGRA HW design optimiz.

CGRA Architecture Models

Single node code 
generation

Heterogeneous HPC 
system code generation

Heterogeneous HPC 
Architecture Models

Scaled-up architectures

Accelerator prototypeMulti node
A CB

Single node

GPU CPU CGRA
…

Img. source: www.skao.int 

Numbers based on MeerKAT profiling
– precursor of SKA-Mid, Karoo desert –

Convolutional 
Gridding iFFT

Minor Cycle
50-500x iter

~10Gb/s

Apply Gains
Gain Subtraction

Deconvolution, FFT 
(CLEAN)

Major Cycle
8-30x iterations

~7Tb/s
~100Pflops 

INPUT 
Visibilities
from CSP 

Residual 
Image of 
the Sky

FFTDegridding

Sky 
model

OUTPUT
clean 
image

Visibility domain
Image domain

1  MWatt Budget for 250 PFlops for Science Data Processor

x50 
years

Enabling Science Beyond Capabilities of Best Telescopes

Images source: www.skao.int SKA Science Goals Include

Proposal: Multi-Scale Codesign for Sustainable Acceleration Energy-Efficient HPC + Big Data Challenge

Conclusions

Current radio 
telescopesSKA

Resolution Survey Speed Sensitivity

135x 
LOFAR

60x 
JVLA

LOFAR JVLA

1.2x 
LOFAR

4x 
JVLA

8x 
LOFAR

5x 
JVLA

SKA Current radio 
telescopes

Img. source: www.skao.int 
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SKAO Consortium

Needs Business, Research & Innovation Opportunities
Scalable & sustainable HPC for big data Cloud computing and storage 

Emissions-aware planning for SKA CSPs, SDPs, and Regional Centres

Real-time requirements High-throughput technology (I/O, memory, computing)
Old legacy radio-interferometry software Refactor and scale for modern hardware and HPC
Tradeoffs: programmability, throughput, energy-efficiency Programmable domain-specific accelerators

Programmable domain-specific accelerators (e.g, CGRA) Mature, production-level open-source design frameworks
Hardware IPs: high bandwidth memories, PCIe/CXL
SwissChip, EuroPractice flagship demonstrators
Heterogeneous execution frameworks 

Top 3 Green500 Adastra
[Power: 0.92 MWatt, 58.021 GFlops/Watts]

~Scales to 63 PFlops for 1 MWatt

Need Technological Innovations 
4x Energy Efficiency!

References

Initial seed project between EcoCloud and SKACH 
to be extended with new ANR/SNSF project: “SEAMS: Sustainable & Energy Aware Methods for SKA”

SDPSDP

Single node - heterogeneous multiprocessing system integration challenge
• New domain-specific accelerator for interferometry computation
• Methods for heterogeneous computing scheduling to integrate custom design 

accelerator with commercial off-the-shelf accelerators (GPUs, FPGAs, IPUs)
• Parametric architecture: can accommodate different image sizes, accuracy

Multi-node - scalability challenge
• Multi-node scalability of energy efficiency, sustainability, performance & accuracy 
• Dynamic workload – many different pipelines
• Highly heterogeneous data center infrastructure
• Extendable multi-node architecture – new types of accelerators

Heterogeneous execution framework for COTS and 
domain-specific accelerators

https://www.top500.org/lists/green500/


 Offline: Create the reference dataset

 Online: Dynamic time warping (DTW) -
based identification

CloudProphet: A Machine Learning-Based 
Performance Prediction for Public Clouds
Darong Huang, Luis Costero, Ali Pahlevan, Marina Zapater, David Atienza

Embedded Systems Laboratory

 Low prediction accuracy on original traces

 Misprediction due to large distance

 Warped traces are minimized in the distance

 For better identification accuracy

Introduction

 Infrastructure as a service (IaaS):
o IaaS contributes to 25% market share

in all cloud services
o IaaS is forecasted to experience the

highest end-user spending growth in
2023 at 30.9%

 Performance problem of IaaS:

o Collocated VMs can suffer from
severe performance degradation!

Application Identification

 Problem: Both workload and interference influence the performance level of the application!

 Solution: Alongside the performance prediction, two additional NNs are used for workload
prediction and performance baseline prediction

I. Performance prediction

 Highly correlated metrics are selected for the prediction

 Proposed method achieves a mean error below 5% for all applications!

II. Performance degradation prediction

 NN-based performance degradation prediction method achieves a mean error below 7% for all
applications

 Moreover, the proposed method can work with different server and VM configurations

Performance degradation prediction

Acknowledgments
This work has been partially supported by the
EC H2020 RECIPE FET-HPC project (No.
801137), the ERC Consolidator Grant
COMPUSAPIEN (No. 725657), an Industrial
Grant from Huawei Cloud to ESL-EPFL, and
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MCIN/AEI/10.13039/501100011033 and by
”ERDF A way of making Europe”.

Physical server

Hypervisor

Interference

Performance 
baseline

8x performance 
degradation

Performance of Redis benchmark

Motivation and challenges

 Motivation:
o Performance prediction of VMs

 Challenges:
o VM is a black-box

o Resource contention induced 
performance variation

o Workload induced performance 
variation

Original traces

Warped traces
Dynamic time warping

…

…

…

Input 
layer

Hidden 
layers

Output 
layer

Metrics Performance

App: DS
Workload

Interference

RPS

RPS

 Black box VM assumption

 DTW-based app. identification

 Accurate performance prediction (7% mean error)

 Support different server and VM configurations

SummaryD. Huang, L. Costero, A.
Pahlevan, et al. CloudProphet:
A Machine Learning-Based
Performance Prediction for
Public Clouds arXiv preprint
arXiv: 2309.16333

Max median 
prediction error



Table 2: Top-1 Test/Validation Accuracy for DeiT-Tiny Training. The brackets denote the change
from the baseline. *Shu et al. 2021 reports a different baseline accuracy of 92.6% on CIFAR10.

DATASET BASELINE PA-MATMUL ADDER

CIFAR10 94.8% 95.0[+0.2]% 92.4[�0.2]%*
IMAGENET 72.2% 72.2[+0.0]% 70.5[�1.7]%

multiplications. This includes all linear layers, the batched matrix multiplication used in the attention
and the convolutional layer used for the patch embedding in the vision transformer. Here we use the
same type of matrix multiplications on the backwards pass which corresponds to the approximate
derivatives described in Section 2.5.

Our results for DeiT-Tiny on CIFAR10 and ImageNet can be seen in Table 2. The PAM based
matrix multiplication training matches the baseline accuracy for both datasets. We compare to Adder
Attention [30] which also replaces multiplications by cheaper addition based operations. They do
not replace the batched matrix multiplication and use standard matrix multiplication for the first and
last transformer layer on ImageNet and also use multiplications to smooth the gradients during the
backwards pass. Adder Attention transformers can roughly match their reported baseline accuracy
for CIFAR10, but do suffer from a sizable degradation on ImageNet.

For IWSLT14 we obtain a baseline test BLEU score of 34.37. Replacing all matrix multiplications
on the forward and backwards passes with PAM based matrix multiplications gives a test BLEU
score of 34.22. Both scores are averaged over three runs. The observed difference of 0.15 is slightly
larger than the run-to-run variance we observed, but fairly small overall. We also note that we use
standard hyperparameters originally obtained from FairSeq and tuning the hyperparameters may
improve performance.

In Appendix C we show similar experiments for several non-transformer models including convo-
lutional neural and mixer architectures on CIFAR-10. We find little to no degradation across all
networks tested.

3.3 Replacing Other Operations

In Table 3 we measure the impact of using piecewise affine versions of different network components.
We isolate the effect of each component and experiment with the two different derivative types
described in Section 2. MATMUL refers to the linear layers and the batched matrix multiplications
that we replaced in Section 3.2. Using exact derivatives for the matrix multiplications performs
notably worse than the approximate ones. The same holds for piecewise linear layer normalization,
with approximate derivatives we observe little to no degradation but using the exact ones cause a
notable one. ATTENTION SOFTMAX refers to the softmax operation performed in the attention
computation and excludes the softmax for the loss. Here we find that the using the exact derivatives
cause a training instability when using the default hyperparameters whereas the with the approximate
backwards pass the performance impact is negligible. The LOSS function, softmax cross-entropy
with label smoothing, is the only operation where we find the approximate BWD pass to perform

Table 3: BLEU Test Scores on IWSLT14 DE-EN translation for modified Transformer-Small training
where certain operations are replaced with piecewise affine approximations using either the exact
or approximate backward pass. Cumulative experiments replace all previously listed operations
using the better performing derivative version for each one. The brackets denote the change from
the baseline BLEU score of 34.4± 0.1. Each reported score is the average±std over three runs with
different seeds.

PA OPERATION(S) EXACT BWD MIMIC BWD CUMULATIVE

MATMUL 33.4[�1.0]± 0.1 34.2[�0.2]± 0.2 34.2[�0.2]± 0.2
ATTENTION SOFTMAX 3.0[�31.4]± 0.9 34.3[�0.1]± 0.7 34.2[�0.2]± 0.2
LAYER NORM 33.7[�0.7]± 0.2 34.4[�0.0]± 0.1 34.4[�0.0]± 0.1
LOSS 33.7[�0.7]± 0.2 33.0[�1.4]± 0.9 33.7[�0.7]± 0.2

OPTIMIZER 34.2[�0.2]± 0.1 33.5[�0.9]± 0.3
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Definition:
Let 𝐴 = −1 !! ⋅ 2"! ⋅ 1 + 𝑀#  and 𝐵 = −1 !" ⋅ 2"" ⋅ 1 + 𝑀$
Piecewise-Affine Multiplication (PAM) is then defined as C = 𝐴 ⋅̂ 𝐵 with:

𝐶 = −1 !# ⋅ 2"# ⋅ 1 + 𝑀%
𝑆% ≔ 𝑆# + 𝑆$ 	mod	2

𝐸% ≔ 𝐸# + 𝐸$ + 1 𝑀# +𝑀$ ≥ 1
𝑀% ≔ 𝑀# +𝑀$ − 1 𝑀# +𝑀$ ≥ 1

where 1{𝑎} is one when a holds and zero otherwise.
Implementation:
Adding the binary representations together as int32 which allows 8𝑀 to 
overflow into 9𝐸. Then correcting for the exponent offset of -127 and 
handling edge cases including exponent over/underflows and NaN/Inf.
Approximates standard multiplication (pattern repeats per binade):

Two types of derivatives:
• Exact bwd: 𝛿# = 2""&'{)!&)"*'}𝛿% , the true derivative
• Mimic bwd: 𝛿# = 𝐵 ⋅̂ 𝛿% , uses PAM in standard derivative formula
• Both can be performed without standard multiplications.
• The mimic derivative is biased but has less variance.

PAM Hardware Cost

Hardware-Efficient Transformer Training 
via Piecewise Affine Operations

Atli Kosson & Martin Jaggi
Machine Learning & Optimization Laboratory

Problem: Neural network training is computationally expensive with the 
multiply-and-accumulate operations performed in matrix multiplications 
accounting for most of this cost. Compared to addition, multiplication is 
significantly more demanding in terms of hardware area and energy and is 
ultimately the primary contributor to the overall computational burden.

Questions:
• Can we replace matrix multiplications with theoretically cheaper 

piecewise-affine alternatives?
• Can neural networks be trained in a completely “multiplication-free” 

manner by extending this approach to other operations (see figure ➞)?

Motivation

Figure: Elementary neural network operations (solid lines) along with 
cheaper piecewise affine alternatives (dashed lines). The piecewise affine 
functions periodically match the originals, while the slope of each segment 
is an exact power of 2.

• Binary equivalent of the scientific notation:
−1 ! ⋅ 2" ⋅ 1 + 𝑀   with  𝑆 ∈ 0,1 , 𝐸 ∈ ℤ, 0 ≤ 𝑀 < 1

• The bit representation of this using IEEE 754 float32 encoding is:
𝑆, 𝑒,, … , 𝑒-, 𝑚,, … ,𝑚..

with 9𝐸 = 𝑒,…𝑒- , 𝐸 = 9𝐸 − 127, 8𝑀 = 𝑚,…𝑚.. , 𝑀 = 8𝑀/2./
• Special interpretations for 9𝐸 = 0 and 9𝐸 = 255 give 0, NaN and ±∞

Background: Floating Point Numbers

Piecewise-Affine Matrix Multiplications
 

Narrow Mantissas

Fully Multiplication-Free Training

Conclusion: Able to match the baselines with piecewise-affine matrix 
multiplications. Only minor degradation replacing all multiplications. 

Experiments

Table 5: Top-1 Test Accuracy on CIFAR-10 for different networks when trained with standard matrix
multiplications vs piecewise affine matrix multiplications (using approximate bwd). Each value is the
average±std for three runs with different seeds. Brackets show the difference from the baseline.

NETWORK BASELINE PA-MATMUL

VGG-13 92.9± 0.3% 92.9[+0.0]± 0.2%
RESNET-20 92.1± 0.3% 92.0[�0.1]± 0.2%
RESNET-110 94.2± 0.1% 94.1[�0.1]± 0.2%
RESNEXT-20 4X16 93.7± 0.2% 93.8[+0.1]± 0.2%
CONVMIXER-256/8 94.8± 0.2% 94.8[�0.0]± 0.1%

In each case we roughly match the baseline (within the run-to-run variance), without any adjustments
to the hyperparameters.

We selected the five models to demonstrate variety. Here are some of the ways in which they differ:

• VGG-13 [31]: Plain CNN without skip connection or normalization layers. Contains several
fully connected layers at the end.

• ResNet-20 [11]: Model with skip connections and normalization.
• ResNet-110 [11]: Model of significant depth.
• ResNeXt-20 4x16 [37]: Uses bottleneck blocks and grouped convolutions.
• ConvMixer-256/8 [33]: Has a mixer style architecture and uses GeLU activations. The

training setup also uses heavier data augmentation than for the other networks.

The exact details of the training setup used in each case can be found in our code.

D PAM with Narrower Mantissas

In this section we explore whether PAM can work with narrower mantissas which would decrease
memory read costs and improve effective memory bandwidth. We simulate training with piecewise
affine matrix multiplications (approximate bwd) using numerical formats with fewer mantissa bits
than the 23 used in float32. We implement this by rounding the inputs and masking the extra mantissa
bits, but do not change any other aspects of the training setup (i.e. no tuning or special low precision
tricks). The internal accumulation is left unchanged similar to standard fp16-fp32 mixed precision.
We focus on the training for two tasks, the IWSLT transformer from Section 3.2 and the VGG-13
CIFAR-10 network from Appendix C. The results can be seen in Table 6 below.

For both networks, we observe minimal to no discrepancy when training with 7 bits (equivalent to
bfloat16). Mantissas as narrow as 4 bits work well, providing a comfortable margin for bfloat16 and
offering promise for extensions into very narrow formats like 8-bit formats (although these might
necessitate additional techniques to accommodate the narrow exponent). However, a 3-bit mantissa
noticeably impairs the transformer’s performance and may marginally impact the VGG training.

Table 6: The impact of the mantissa size of the PAM inputs on VGG-13 CIFAR-10 Test Accuracy
and IWSLT14 BLEU Score for a small transformer. Each value is the average±std for three runs
with different seeds.

MATMUL TYPE VGG-13 TEST ACCURACY IWSLT14 BLEU SCORE

FLOAT32 92.9± 0.3% 34.4± 0.1
PAM FLOAT32 92.9± 0.2% 34.2± 0.2
PAM BFLOAT 92.9± 0.2% 34.4± 0.2
PAM 4 BIT MANTISSA 92.9± 0.5% 34.2± 0.1
PAM 3 BIT MANTISSA 92.8± 0.2% 29.4± 0.5

E Runtime

Since PAM is not natively supported by the GPUs we use for our experiments, we require multiple
instructions for each operation and can not make use of special hardware features such as the tensor
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Table 2: Top-1 Test/Validation Accuracy for DeiT-Tiny Training. The brackets denote the change
from the baseline. *Shu et al. 2021 reports a different baseline accuracy of 92.6% on CIFAR10.

DATASET BASELINE PA-MATMUL ADDER

CIFAR10 94.8% 95.0[+0.2]% 92.4[�0.2]%*
IMAGENET 72.2% 72.2[+0.0]% 70.5[�1.7]%

multiplications. This includes all linear layers, the batched matrix multiplication used in the attention
and the convolutional layer used for the patch embedding in the vision transformer. Here we use the
same type of matrix multiplications on the backwards pass which corresponds to the approximate
derivatives described in Section 2.5.

Our results for DeiT-Tiny on CIFAR10 and ImageNet can be seen in Table 2. The PAM based
matrix multiplication training matches the baseline accuracy for both datasets. We compare to Adder
Attention [30] which also replaces multiplications by cheaper addition based operations. They do
not replace the batched matrix multiplication and use standard matrix multiplication for the first and
last transformer layer on ImageNet and also use multiplications to smooth the gradients during the
backwards pass. Adder Attention transformers can roughly match their reported baseline accuracy
for CIFAR10, but do suffer from a sizable degradation on ImageNet.

For IWSLT14 we obtain a baseline test BLEU score of 34.37. Replacing all matrix multiplications
on the forward and backwards passes with PAM based matrix multiplications gives a test BLEU
score of 34.22. Both scores are averaged over three runs. The observed difference of 0.15 is slightly
larger than the run-to-run variance we observed, but fairly small overall. We also note that we use
standard hyperparameters originally obtained from FairSeq and tuning the hyperparameters may
improve performance.

In Appendix C we show similar experiments for several non-transformer models including convo-
lutional neural and mixer architectures on CIFAR-10. We find little to no degradation across all
networks tested.

3.3 Replacing Other Operations

In Table 3 we measure the impact of using piecewise affine versions of different network components.
We isolate the effect of each component and experiment with the two different derivative types
described in Section 2. MATMUL refers to the linear layers and the batched matrix multiplications
that we replaced in Section 3.2. Using exact derivatives for the matrix multiplications performs
notably worse than the approximate ones. The same holds for piecewise linear layer normalization,
with approximate derivatives we observe little to no degradation but using the exact ones cause a
notable one. ATTENTION SOFTMAX refers to the softmax operation performed in the attention
computation and excludes the softmax for the loss. Here we find that the using the exact derivatives
cause a training instability when using the default hyperparameters whereas the with the approximate
backwards pass the performance impact is negligible. The LOSS function, softmax cross-entropy
with label smoothing, is the only operation where we find the approximate BWD pass to perform

Table 3: BLEU Test Scores on IWSLT14 DE-EN translation for modified Transformer-Small training
where certain operations are replaced with piecewise affine approximations using either the exact
or approximate backward pass. Cumulative experiments replace all previously listed operations
using the better performing derivative version for each one. The brackets denote the change from
the baseline BLEU score of 34.4± 0.1. Each reported score is the average±std over three runs with
different seeds.

PA OPERATION(S) EXACT BWD APPROX BWD CUMULATIVE

MATMUL 33.4[�1.0]± 0.1 34.2[�0.2]± 0.2 34.2[�0.2]± 0.2
ATTENTION SOFTMAX 3.0[�31.4]± 0.9 34.3[�0.1]± 0.7 34.2[�0.2]± 0.2
LAYER NORM 33.7[�0.7]± 0.2 34.4[�0.0]± 0.1 34.4[�0.0]± 0.1
LOSS 33.7[�0.7]± 0.2 33.0[�1.4]± 0.9 33.7[�0.7]± 0.2

OPTIMIZER 34.2[�0.2]± 0.1 33.5[�0.9]± 0.3
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DeiT-Tiny

ConvNets
(CIFAR-10)

IWSLT14 DE-EN BLEU Score

Table 5: Top-1 Test Accuracy on CIFAR-10 for different networks when trained with standard matrix
multiplications vs piecewise affine matrix multiplications (using approximate bwd). Each value is the
average±std for three runs with different seeds. Brackets show the difference from the baseline.

NETWORK BASELINE PA-MATMUL

VGG-13 92.9± 0.3% 92.9[+0.0]± 0.2%
RESNET-20 92.1± 0.3% 92.0[�0.1]± 0.2%
RESNET-110 94.2± 0.1% 94.1[�0.1]± 0.2%
RESNEXT-20 4X16 93.7± 0.2% 93.8[+0.1]± 0.2%
CONVMIXER-256/8 94.8± 0.2% 94.8[�0.0]± 0.1%

In each case we roughly match the baseline (within the run-to-run variance), without any adjustments
to the hyperparameters.

We selected the five models to demonstrate variety. Here are some of the ways in which they differ:

• VGG-13 [31]: Plain CNN without skip connection or normalization layers. Contains several
fully connected layers at the end.

• ResNet-20 [11]: Model with skip connections and normalization.
• ResNet-110 [11]: Model of significant depth.
• ResNeXt-20 4x16 [37]: Uses bottleneck blocks and grouped convolutions.
• ConvMixer-256/8 [33]: Has a mixer style architecture and uses GeLU activations. The

training setup also uses heavier data augmentation than for the other networks.

The exact details of the training setup used in each case can be found in our code.

D PAM with Narrower Mantissas

In this section we explore whether PAM can work with narrower mantissas which would decrease
memory read costs and improve effective memory bandwidth. We simulate training with piecewise
affine matrix multiplications (approximate bwd) using numerical formats with fewer mantissa bits
than the 23 used in float32. We implement this by rounding the inputs and masking the extra mantissa
bits, but do not change any other aspects of the training setup (i.e. no tuning or special low precision
tricks). The internal accumulation is left unchanged similar to standard fp16-fp32 mixed precision.
We focus on the training for two tasks, the IWSLT transformer from Section 3.2 and the VGG-13
CIFAR-10 network from Appendix C. The results can be seen in Table 6 below.

For both networks, we observe minimal to no discrepancy when training with 7 bits (equivalent to
bfloat16). Mantissas as narrow as 4 bits work well, providing a comfortable margin for bfloat16 and
offering promise for extensions into very narrow formats like 8-bit formats (although these might
necessitate additional techniques to accommodate the narrow exponent). However, a 3-bit mantissa
noticeably impairs the transformer’s performance and may marginally impact the VGG training.

Table 6: The impact of the mantissa size of the PAM inputs on VGG-13 CIFAR-10 Test Accuracy
and IWSLT14 BLEU Score for a small transformer. Each value is the average±std for three runs
with different seeds.

MATMUL TYPE CIFAR-10 TEST ACCURACY IWSLT14 BLEU SCORE

FLOAT32 92.9± 0.3% 34.4± 0.1
PAM FLOAT32 92.9± 0.2% 34.2± 0.2
PAM BFLOAT 92.9± 0.2% 34.4± 0.2
PAM 4 BIT MANTISSA 92.9± 0.5% 34.2± 0.1
PAM 3 BIT MANTISSA 92.8± 0.2% 29.4± 0.5

E Runtime

Since PAM is not natively supported by the GPUs we use for our experiments, we require multiple
instructions for each operation and can not make use of special hardware features such as the tensor
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Piecewise-Affine Multiplication

• We can construct other piecewise-affine operations e.g., log/exp
paexp. A = 2 # ⋅ 1 + 𝐴 − 𝐴 , 	palog. A = E0 +M0, A > 0

• Operations like sqrt, exp etc. can be defined in terms of these
• Also have two types of derivatives, exact and a mimic version based 

on the formula for the derivative of the standard analog

Other Piecewise-Affine Operations

arXiv:2305.17190

PAM vs standard multiplication for float32:
• ~20x energy savings, ~30x area savings
Special hardware required to realize gains

Table 4: Hardware costs of arithmetic operations in different precision from [12, 10].

ADDITION MULTIPLICATION
FORMAT ENERGY [pJ] AREA [µm2] ENERGY [pJ] AREA [µm2]

INT32 0.1 137 3.1 3495
INT16 0.05 67

INT8 0.03 36 0.2 282
FLOAT32 0.9 4184 3.7 7700
FLOAT16 0.4 1360 1.1 1640

B Hardware Cost of Piecewise Affine Multiplication

It is important to note that our objective in this work is to investigate the machine learning characteris-
tics of training with piecewise affine operations, rather than designing a hardware implementation. We
demonstrate that such training is viable, with final model performance and convergence speed roughly
identical to standard training. Without such algorithmic evidence to motivate their development, the
development of efficient hardware implementations is unlikely. Although the details of the integrated
circuit design should not affect e.g. convergence, they can drastically affect the cost of the operation
in terms of energy or area.

Such hardware considerations include which aspects of standard floating point numbers are supported,
e.g. denormal numbers, different types of NaNs and so on, as well as whether to use a custom
encoding of the exponent for instance. An actual hardware implementation would also have to
consider factors such as latency, as well as memory characteristics like bandwidth and read costs.
The design could either focus on individual operands or vectors like tensor cores and systolic arrays.
Operating directly on vectors or matrices can allow significant amortization of some of the costs
involved.

Ignoring most of these considerations we can arrive at a very rough estimate of the costs. We assume
that the cost of multiply-and-accumulate operations is the sum of the costs provided in Table 4 for
multiplication and addition. A PAM operation can be performed with one full int32 addition and one
int8 addition for the exponent which also needs to check for under / overflow. When implemented
as a logic circuit, we estimate the cost of this could be comparable to two int32 additions. Using
these numbers float32 PAM uses roughly 2·0.1

3.7 = 5.4% of the energy and 2·137
7700 = 3.6% of the area

compared to float32 multiplication and 2·0.1
1.1 = 18% of the energy and 2·137

1640 = 17% of the area
compared to float16 multiplication. PAM is likely to work with smaller numbers such as float16 which
would reduce the cost further by a factor of around 2⇥. In Appendix D we find that mantissas as
narrow as 4 bits may work well, significantly less than the 10 and 7 bits used in float16 and bfloat16.

PAM reduces the cost of multiplications by roughly an order of magnitude but does not affect
accumulation. The average savings for multiply-and-accumulate (MAC) operations will therefore be
lower. For float32-multiply float32-accumulate PAM could have a cost of roughly 2·0.1+0.9

3.7+0.9 = 24%

of the energy and 2·137+4184
7700+4184 = 38% of the area. For standard mixed precision float16-multiply

float32-accumulate the costs are 2·0.1+0.9
1.1+0.9 = 55% of the energy and 2·137+4184

1640+4184 = 77% of the area.
As we have eliminated the majority of the cost associated with the multiplication, the accumulation
accounts for the majority of the remaining arithmetic costs of dot products. These costs can likely be
reduced with methods such as chunked accumulation in lower precision [29, 35], combining multiple
operations as done in tensor cores, or the Kulisch accumulation method used in [13]. We have not
explored the use of these methods here but conjecture they are likely complementary to our approach,
just as they have been for standard multiplication.

C Additional Architectures

The main focus of this work is on transformer networks. However we have found that piecewise
affine matrix multiplications work well across a range of convolutional architectures. Table 5 shows
the results of training five different non-transformer networks on CIFAR-10 using piecewise affine
matrix multiplications with the approximate bwd pass, replacing all linear and convolutional layers.
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Data access is restricted to languages

(e.g., data shared between Rust and C)

41.1% of stack allocations tagged as shared
40.3% of shared stack space
  5.8% runtime overhead

POLLUX and CASTOR: 
Enforcing Separation for 

Mixed-Language Environments
Andrés Sánchez, Flavio Toffalini, Trent Jaeger, Mathias Payer

The menace of unsafe external libraries in safe code

Apply compartmentalization between languages data

Fig 2. Stack corruption and its compartmentalization

extern "C" { fn f_c(addr_c: i64); }
fn f_rust() {
  let vals: [i64;3] = [1,2,3];
  let cb: fn(&mut i64) = fp1; // Function pointer
  let addr_r = &vals as *const i64 as i64;
  unsafe{ f_c(addr_r) }
  (cb)(&mut vals[0]);
} ⚠???
Fig 1. Call from Rust to external C function

ImpactEvaluation

14% (180) Rust projects call external code

6% (78) protected 
without intervention

8% (102) pass references, 
need manual intervention

2.2% (29) compile 
custom C code

2% (26) compile
custom C code

The stack is an overlooked target for 

compartmentalization

In Rust:

● Sized variables

● Most of data instantiated on it

● Critical variables (e.g., cb)

New stack region for shared data

Stack address space is split in 

two private stacks and a shared stack

The stack address space is split in three areas, two 

private for the languages, and one shared

addr_c

vals[0]
vals[1]
vals[2]

vals[0]
vals[1]
vals[2]

cb

addr_r
addr_c

DataData Data

Fig 2. Stack-based cb corruption from C

addr_c

vals[0]
vals[1]
vals[2]

cb

addr_r

Critic
al data 

corruption!

cb
addr_r

● Compiler warns about unsafe patterns

● Developer informed about critical shared 

data (e.g., code pointers)

● No need to analyze unsafe code

● Leverages existing hardware isolation 

extensions (e.g., MPK, MTE, TEEs)

● Applies to other languages than C/Rust

● Challenge: performance cost due to 

frequent inter-language transitions



MOTIVATION
Data centers (DCs) use 2% of global energy and will 
reach 10% by 2030. 
Switzerland is one of the European countries with the 
highest number of DCs (77).
IT and energy supply represents today 44% of the EPFL 
CO2eq emissions.
The DCs expansion is associated with key energy and 
climate-related challenges: 
1. impact on the power grid;
2. inefficient energy usage;
3. electricity-end-use carbon footprint.

Heating Bits 
Renewable-supplied data centers integrating heating and cooling supply of 

local districts

Georgios Sarantakos, Enea Figini, Prof. Dr. Mario Paolone
Head of the Distributed Electrical Systems Laboratory

OBJECTIVES
• Develop a solution to improve DCs’ energy efficiency 

and reducing their carbon footprint with special focus 
on the new EPFL DC
• Validate this solution in a first-of-its-kind 

demonstrator benefiting the entire EPFL campus 
leveraging EPFL research and tech transfer towards 
our startups.
• Scale up through the EPFL EcoCloud to industry-grade 

DCs operated by Amazon, Google, Microsoft, Meta.

ACKNOWLEDGEMENT
The project is financed by the EPFL Solutions 4 Sustainability initiative

ACTIVITIES
The project involves 6 EPFL research groups undertaking 5 interrelated activities, each of them contributing to the 
improvement of the energy efficiency of the data centers. 
Particularly a predictive control layer will be developed that allows to operate the DC with the least carbon footprint 
by leveraging different control variable, namely Data center workload (up to 50Kw), BESS (xxxx), forecasted PV 
generation, ORC (50 kW).

Activity 1: heat 
recovery and 
heat-derived 

electricity 
generation 

Activity 2: 
Waste heat to 

electricity 

Activity 3: DC power 
consumption and distribution 
prediction of applications 
running inside the VMs

Activity 4: Power 
distribution and 

conversion 
architectures for DCs

Activity 5: DC 
Multi-energy 
system operation



▪ Satisfiability don’t-cares (SDCs): 
Internal design states 
which are never reached

▪ e.g., two signals cannot both 
be logic ‘1’ at the same time

▪ Use SDC signals as 
Trojan activation signals

▪ Stealthy Trojan only activated 
in faulting conditions

▪ Hide Trojan into in the Sbox of an AES circuit to leak AES key

▪ TDC sensors use CARRY elements detectable by bitstream scanners

▪ We present the first voltage-drop sensor that leverages routing resources

▪ The observable delay line replaced with routing for a stealthier sensor

▪ RDS also outperforms the state-of-the-art TDC

▪ 4× larger peak-to-peak ratio and 2× larger SNR

▪ Breaks 3× more key bits on a datacenter-scale FPGAs (Alveo U200)

Stealthy routing-based voltage sensor, outperforming state-of-the-art TDCs

Routing Delay Sensors (RDS) [TCHES’23]

▪ Using blocks of 4,096 ROs each

▪ Tested on commercially available cloud FPGA instances

▪ Success of the attack is measured by the leakage of the AES key

▪ Percentage of ciphertexts at the output that are actually the key

▪ The optimal activation frequency is centered around a specific frequency

▪ Most likely the resonance frequency of the PDN

▪ With enough samples, the key is the most occurring value (accuracy = 100%) 
at the output when the plaintexts are pseudorandom

▪ Cloud providers (AWS, Azure, Alibaba) deploy FPGAs in servers

▪ FPGAs allow access to low-level logic (LUTs, FFs)

▪ To build voltage-drop sensors (time-to-digital converters (TDCs))

▪ To build power wasters

▪ Remote FPGA access creates security risks

▪ Remote power side-channel attacks (SCAs)

▪ Remote fault injection (FI) attacks

▪ In a multitenant user scenario

▪ Tenants logically and physically separated

▪ Connected through the power delivery network (PDN)

▪ Remote fault injection relies on violating timing constraints

▪ Undervolting increases the delays in the circuit

▪ High power consumption → undervolting

▪ Limit the duration to avoid denial-of-service

▪ Divide the attacker into independently-controlled blocks

▪ Carefully choose the period and the duty cycle of the enable signals

Remote Electrical-Level Attacks on Cloud FPGAs

Dina G. Mahmoud, Ognjen Glamočanin, and Mirjana Stojilović

High oscillation 

frequency

𝑷𝐝𝐲𝐧 ∝ 𝑽𝟐𝒇𝑪

Fault Injection Attacker [DATE’22]

Fault Injection Victim [FPL’20]

Fault Injection Results

https://parsa.epfl.ch/adhes/ https://parsa.epfl.ch/secure_fpgas/

▪ On shared FPGAs, we present the first analysis of temperature impact on 
voltage-drop sensors and statistical and ML-based power analysis attacks

▪ TDC sensors are impacted by temperature, affecting power SCA results

▪ We quantify the impact of trace acquisition techniques on ML attacks

▪ Correct trace acquisition is important even in shared FPGAs

▪ Consecutively recorded traces can show a misleadingly high accuracy

Temperature Impact on Remote Power Analysis Attacks [DATE’23]

First analysis of the temperature impact on remote power analysis attacks

▪ We propose novel wire-based power wasters

▪ Sources (ROs) drive wires ending in sinks (buffers)

▪ Wire-based wasters consume more power than ROs

▪ 2× voltage drop without extra resource overhead

▪ Active wire fences protect better from power SCAs

▪ Surpassing RO fences when activated with a PRNG

Active Wire Fences [DDECS’23]

New active wire fences for 6× improved power side-channel security

217 blocks of 

124 LUTs each

Shape and amplitude of voltage drop controlled by activation pattern of attacker

Controlled fault injection is a threat to cloud FPGAs

https://parsa.epfl.ch/adhes/
https://parsa.epfl.ch/secure_fpgas/
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SecureCells: 

A Secure Compartmentalized 

Architecture
Atri Bhattacharyya et al., EPFL

44th IEEE Symposium 

on Security & Privacy

The Need for Secure Compartmentalization

SecureCells Abstractions Memory Views for Compartments

SecureCells Implementation Performance

Problem: Applications have parts 

- Lack of mutual trust 

- Need to communicate

Solution: Compartmentalize programs

Why: 

- Principle of Least Privilege

- Defense in Depth

Compartments

- Application-level abstraction of isolation

- Have conceptually different roles

- Have private/shared data and code

- Communicate: control flow and data flow

Protects:

- Compartments (Security Division)

- Memory VMAs (Cells)

By

- Cell-granularity access control

- Checked user insts. for compartment switch, perm. transfers

Goals:

- Security: Prevents Privilege Escalation

- Performance: Low overhead compartmentalization

- Flexibility: Compatible with generic isolation policies

Prototyped on in-order RISC-V Rocketchip

- 8-cycle compartment switch

- 32x fewer TLB entries with 99.9%+ hit rate

- Permission transfers implemented in firmware (OpenSBI)

--- rw- --- --- ---

--- --- r-- --- ---

--- --- --- r-x ---

--- --- r-x rw- ---

rw- --- rw- --- rw-

Network

DB

Experiment 1: Compartment Switch Cost

Experiment 2: Data Transfer Cost

Driver

NAT

Firewall



• Problem: Unlabeled target dataset are often more noisy than the labeled source.

• Proposition: L-WPT is used as a filter to denoise the target signal and make it 

more similar to the source signal. It is combined with Domain Adversiarial Neural 

Network (DANN) for domain adaptation.

• Dataset: Case Western Reserve University bearing dataset and a real application 

on slab track monitoring.

Learnable Wavelet Transform 

for Efficient Processing of High-

Frequency Signals

Gaëtan Frusque, Olga Fink
Intelligent Maintenance and Operations Systems Lab, EPFL

HPLP

HPLP

HPLP

HPLP

HPLP HPLP HPLP

tHPtLP tHPtLP tHPtLP tHPtLP

tHPtLPtHPtLP

tHPtLP

Input Signal

Output Signal = Input signal

WPT

Time-frequency representation

= Low-pass filter

= High-pass filter

LP

HP

= Subsampling by 2

= Upsampling by 2

= Learnable

denoising

Input signal

Output signal = Filtered signal

= learnable CNN layer

= transpose CNN layer

Motivations: High-frequency data processing

Application 2: Domain adaptation

Application 1: Background denoising

Dai, Baorui, et al. "Smart filter aided domain adversarial neural network for fault diagnosis in noisy

industrial scenarios." Engineering Applications of Artificial Intelligence 126 (2023): 107202. 

Frusque, Gaetan, and Olga Fink. "Robust time series denoising with learnable wavelet

packet transform." arXiv preprint arXiv:2206.06126 (2022).

Model MSE Score 

test dataset

Number of 

parameters

WPT 

denoising

28,2 -

AutoEncoder

(AE-large)

17 550K

DeepLab-V3 

denosing

16,1 >1M

L-WPT 14,8 8K

Conclusion:

Noise CNN DANN SFDANN

No noise 96,8 100 99,9

SNR=0 45,5 92,2 96,3

SNR=5 31 52,1 83,9

- Dataset: 40 sound classes + Aeroport background noises from the DCASE 2018 

challenge

- Loss function: Supervised denoising, Mean Squared Error (MSE) between pure 

and noisy signal.

- Training: 5 classes from the 40 classes + Barcelona aeroport background noises

- Test: All 40 classes + all aeroport background noises.

L-WPT outperforms other methodologies and generalises better to sound

classes that are unseen during the training. Frequency content of the input 

and output of the smart filter

SFDANN:

Smart filter

using L-WPT

+

DANN

Average accuracy CWRU dataset

The smart filter using L-WPT is able to improve the domain 

adaptation performances of DANN. 

L-WPT

Future directions:
- L-WPT is a deep model inspired 

by signal processing.

- Shows good performances in 

multiple applications.

- Combine L-WPT forward module 

and neural network.

- Optimize the training time of the 

L-WPT.

L-WPT for data-adapted time-frequency representation of high-

frequency signals

- High frequency (HF) signals from acoustic sensors and accelerometers are 

widely used in predictive maintenance.

- HF signal are high dimensional, often noisy with many artifacts.

- End-to-end deep learning model remain a challenge for HF signals.

Best performances 

with 1000 times less

trainable parameters

than the second best 

performing method.

Other works:

- Anomaly detection, classification, DWT: Michau, Gabriel, Gaetan Frusque, and Olga Fink. "Fully learnable 

deep wavelet transform for unsupervised monitoring of high-frequency time series." Proceedings of the National Academy of Sciences 119.8 

(2022): e2106598119.

- Slab track monitoring, domain adaptation:  Dai, Baorui, et al. "Slab Track Condition Monitoring Based on 

Learned Sparse Features from Acoustic and Acceleration Signals." arXiv preprint arXiv:2205.05365 (2022).

Frusque, Gaëtan, and Olga Fink. "Learnable wavelet packet transform for data-adapted spectrograms." ICASSP 

2022-2022 IEEE International Conference on Acoustics, Speech and Signal Processing (ICASSP). IEEE, 2022.

Data-adapted representation

Deep Learning inspired by signal processing:

- Inspired by Wavelet Packet Transform (WPT) Architecture. The WPT is

an invertible transformation that convert a temporal signal into a time-

frequency signal.

- Learnable denoising inspired by wavelet shrinkage.

Advantages:

- Smart initialisation to behave as a WPT.

- Few parameters for high learning capabilities.

- Interpretable parameters.



Landmark Attention
Random-Access Infinite Context Length for Transformers

Overview
Problem
•	Attention offers the flexibility of accessing the represetation of any other token in  

each layer.

•	This flexibility comes with quadratic computational cost and highly problematic  
memory footprint, limiting the context length.

•	Previous approaches to remove this limit often sacrifice the random-access felxibility 
of attention.

Solution
•	We break the input into blocks of fixed length and introduce a special token for each 

block, called a landmark, which acts as a gate for attending to its corresponding block.

•	The gating mechanism is controlled by the attention score to the landmark token.

•	At inference time, we compute the attention scores of the landmarks and retrieve the 
blocks corresponding to the highest scoring landmarks (active gates), integrating them 
into the attention.

•	Our proposed approach maintains the random-access flexibility of attention and offers 
an alternative solution to the recurrent memory approaches.

Inference
•	Similar to training, the input gets augmented by a landmark token after every  to-

kens.

•	Then the input is broken into chunks of  length. The chunks are iteratively fed to 
the model from the beginning to the end. 

•	To retrieve relevant blocks, each attention layer has access to a cache of previous 
blocks. The cache stores the key-value vectors for all tokens of those blocks, includ-
ing the landmark tokens.

•	When processing each chunk at each layer, we first compute the attention score of 
each token with the landmark tokens currently in the cache. 

•	For each token, we compute the attention score for all the tokens in the top-k high-
est scoring blocks and prepend the obtained attention matrix to the local attention 
matrix. 

•	We finish by applying GroupedSoftmax with the same grouping as in training to the 
attention matrix and computing the weighted average of the value vectors to obtain 
the token’s representation.

Stingy Position Mapping
•	Optimally, the tokens are encoded with their actual position index. However, a 

known flaw of Transformers is their inability to extrapolate to lengths not observed 
during training.

•	Previous methods proposed to alleviate this flaw usually penalize or prevent atten-
tion to long distance tokens. 

•	We instead use a special approximate position mapping scheme since our main goal 
is to facilitate attending to large contexts. We allocate a segment with length  
(k+1) ·  in the beginning of the context. We index the current chunk starting after 
this segment. 

•	We map the index for the latest k blocks to the corresponding place within the last 
k blocks in the allocated prefix segment. All other blocks in the cache have their po-
sition mapped to the first block in the allocated prefix segment. 

•	Once we decide which blocks to retrieve, we map those among the latest k blocks to 
the right of pre-allocated segment and map the rest of the blocks to the left of the 
pre-allocated segment, while respecting the order of the blocks.

Training
•	We add a landmark token after every  tokens. The initial embedding for the land-

mark token is trained (similar to any other token), thus the vocabulary size is increased 
by one.

•	Each landmark token acts as a gate for attending to the preceding  tokens.

•	Landmark tokens are passed through the transformer as any other token while their 
representations are updated using the self-attention mechanism.

•	To have the gating mechanism, we want the attention weight for a token to depend 
on the similarity of the query vector with both the token’s key and with the key of its 
block’s landmark token.

•	First we replace the softmax function in the attention layer with Grouped Softmax 
which computes the softmax separately over each group.

Grouping Scheme
•	For each block, we create a sepearte group and put its reg-

ular (non-landmark) tokens in that group.

•	When computing the attention weights for the i-th token, land-
mark tokens for other blocks are placed in the same group as the 
i-th token.

•	The landmark token for the i-th token’s block is ignored when 
computing the attention weights for the i-th token.

Landmark Attention
•	Using the above grouping, the attention 

weight for each token can be computed as 
the product of the token’s attention weight 
and it’s corresponding landmark token’s  
attention weight.

•	Under this scheme, the attention 
weights sum to one same as in the 
standard softmax function.

•	Since tokens in the same block and 
the landmark tokens share the soft-
max group, the model has to choose 
between attending to other blocks 
and current tokens.

•	Intuititvely, the grouping forces the 
model to only attend to relevant 
blocks because of this trade-off.
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Figure 1. An illustration comparing standard attention and our attention with landmarks. The example shows the (causal) attention given
by a current token e to previous ones, illustrating our mechanism with block-size `block =2. The attention scores rely on the similarity of
query vector with the key vector, and in our case also with the landmark vector corresponding to the block. This is why the same token b
can have a high (green) attention score when being part of one block and a low (red) attention score when being in other one, despite
having the same representative vector in both cases. Landmark tokens (same as regular tokens) have the same vector representation at the
first layer. However, this changes as they are updated though depth, leading to the illustrated behavior of attention at the intermediate
layers.

consisting of all previous tokens until the previous landmark
token (or the beginning of the input if no previous landmark
token exists). The token is passed through the transformer
as any other token while its representation is updated using
the self-attention mechanism. Let us denote the index (token
position) of the landmark corresponding to the i-th token’s
block by pi. If the last block is incomplete and does not
have a landmark token, we define pi := `seq. If the i-th
token is a landmark token, pi := i .

In order to train the transformer to make use of landmark
tokens, we alter the standard attention mechanism such that
the attention weight for a token depends on the similarity of
the query vector with both the token’s key as well as with
the key of its block’s landmark token. To define the mecha-
nism, we first define a generalized softmax function called
Grouped Softmax. Given a vector v 2 R`seq and a group
index g 2 N`seq , Grouped Softmax applies softmax sepa-
rately over elements belonging to the same group. (Using
g = 1`seq recovers the standard softmax function):

σG(v,g)i := GroupedSoftmax(v,g)i :=
evi

P
j:gj=gi

evj
.

(1)

We replace the softmax function after computing the atten-
tion scores with Grouped Softmax. For each block, we put
its regular tokens in a separate group, ensuring that all regu-
lar tokens within the same block share the same group, while
tokens outside the block are assigned to different groups.
When computing the attention weights for the i-th token,
landmark tokens for other blocks are placed in the same
group as the i-th token. The landmark token for the i-token’s
block is ignored when computing the attention weights for
the i-th token. In other words, the landmark token for each
block is only used by tokens in other blocks. This is intu-
itive as the landmark token should only be accessed when
tokens in other blocks require to retrieve information from
the landmark’s corresponding block. Building on the fact

that pj = j only holds when the j-th token is a landmark
token, we can define the grouping used for the i-th token
more formally as

Gi,j :=

8
>>>>>>>>><

>>>>>>>>>:

pj pj 6= j
Bplacing normal tokens
in their own blocks.

−1 pi = j
Bignoring current
block’s landmark token.

pi otherwise
Bplacing other land-
marks in the i-th token’s
group.

.

Finally, to obtain the final weights after applying
GroupedSoftmax, we multiply each token’s softmax out-
put with the softmax output for its block’s landmark token.
For the tokens in the same group as the i-th token, we di-
rectly use the softmax output as its attention weight. The
weight for landmark tokens is always zero. In formal terms,

Si,j := SoftmaxScore(Q,K)i

:= GroupedSoftmax
⇣Q>

i ⇥K
p
dhead

,Gi

⌘

Att(Q,K)i,j :=

8
><

>:

0 pj = j

Si,j Gi,j = Gi,i ^ pj 6= j

Si,j · Si,pj Gi,j 6= Gi,i ^ pj 6= j

.

An exmaple illustration of various values defined above
is given in Appendix B. Note that under this scheme, the
attention weights sum to one as is the case for the standard
softmax function. More importantly, attending to tokens in
other blocks is gated by the attention score to the landmark
token as expected. Since tokens in the same block and the
landmark tokens share the softmax group, the model has to
choose between attending to other blocks and current tokens.
Thus, the intuition behind the grouping is to force the model
to only attend to relevant blocks due to this trade-off.

We note that attention masks can be applied normally by
ignoring the masked elements in the softmax (e.g. by setting
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Figure 1. An illustration comparing standard attention and our attention with landmarks. The example shows the (causal) attention given
by a current token e to previous ones, illustrating our mechanism with block-size `block =2. The attention scores rely on the similarity of
query vector with the key vector, and in our case also with the landmark vector corresponding to the block. This is why the same token b
can have a high (green) attention score when being part of one block and a low (red) attention score when being in other one, despite
having the same representative vector in both cases. Landmark tokens (same as regular tokens) have the same vector representation at the
first layer. However, this changes as they are updated though depth, leading to the illustrated behavior of attention at the intermediate
layers.
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the self-attention mechanism. Let us denote the index (token
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block by pi. If the last block is incomplete and does not
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is given in Appendix B. Note that under this scheme, the
attention weights sum to one as is the case for the standard
softmax function. More importantly, attending to tokens in
other blocks is gated by the attention score to the landmark
token as expected. Since tokens in the same block and the
landmark tokens share the softmax group, the model has to
choose between attending to other blocks and current tokens.
Thus, the intuition behind the grouping is to force the model
to only attend to relevant blocks due to this trade-off.
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consisting of all previous tokens until the previous landmark
token (or the beginning of the input if no previous landmark
token exists). The token is passed through the transformer
as any other token while its representation is updated using
the self-attention mechanism. Let us denote the index (token
position) of the landmark corresponding to the i-th token’s
block by pi. If the last block is incomplete and does not
have a landmark token, we define pi := `seq. If the i-th
token is a landmark token, pi := i .

In order to train the transformer to make use of landmark
tokens, we alter the standard attention mechanism such that
the attention weight for a token depends on the similarity of
the query vector with both the token’s key as well as with
the key of its block’s landmark token. To define the mecha-
nism, we first define a generalized softmax function called
Grouped Softmax. Given a vector v 2 R`seq and a group
index g 2 N`seq , Grouped Softmax applies softmax sepa-
rately over elements belonging to the same group. (Using
g = 1`seq recovers the standard softmax function):

σG(v,g)i := GroupedSoftmax(v,g)i :=
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(1)

We replace the softmax function after computing the atten-
tion scores with Grouped Softmax. For each block, we put
its regular tokens in a separate group, ensuring that all regu-
lar tokens within the same block share the same group, while
tokens outside the block are assigned to different groups.
When computing the attention weights for the i-th token,
landmark tokens for other blocks are placed in the same
group as the i-th token. The landmark token for the i-token’s
block is ignored when computing the attention weights for
the i-th token. In other words, the landmark token for each
block is only used by tokens in other blocks. This is intu-
itive as the landmark token should only be accessed when
tokens in other blocks require to retrieve information from
the landmark’s corresponding block. Building on the fact

that pj = j only holds when the j-th token is a landmark
token, we can define the grouping used for the i-th token
more formally as

Gi,j :=
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in their own blocks.
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Bignoring current
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pi otherwise
Bplacing other land-
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.

Finally, to obtain the final weights after applying
GroupedSoftmax, we multiply each token’s softmax out-
put with the softmax output for its block’s landmark token.
For the tokens in the same group as the i-th token, we di-
rectly use the softmax output as its attention weight. The
weight for landmark tokens is always zero. In formal terms,

Si,j := SoftmaxScore(Q,K)i
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.

An exmaple illustration of various values defined above
is given in Appendix B. Note that under this scheme, the
attention weights sum to one as is the case for the standard
softmax function. More importantly, attending to tokens in
other blocks is gated by the attention score to the landmark
token as expected. Since tokens in the same block and the
landmark tokens share the softmax group, the model has to
choose between attending to other blocks and current tokens.
Thus, the intuition behind the grouping is to force the model
to only attend to relevant blocks due to this trade-off.

We note that attention masks can be applied normally by
ignoring the masked elements in the softmax (e.g. by setting
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Results
Pass Key Retrieval Task
•	The task is to find a pass phrase hid-

den in a long piece of text.

•	Instances of this task are generated 
by randomly choosing the pass key 
(a number between 1 and 50000) as 
well as its location. 

•	Prefix and suffix strings filled with a 
repetitive text are added to the pass 
key to ensure the desired length.

•	We use the success rate as the evaluation metric. 

Evaluation
•	We fine-tune LLaMA 7B using our method.

•	The original model fails to retrieve the 
pass key and even runs out of memory as 
the prompt gets longer (marked with a 
red cross)

•	In contrast, the fine-tuned model using 
landmarks can successfully identify the 
pass key with a high success rate.

•	A more efficient inference mechanism  
allows offloading KV-Cache to CPU which 
resolves the memory problem further (a 
green star marks this mechanism’s de-
ployment).

•	The results demonstrate that our method can be successfully used even during 
fine-tuning to extend the context length limit to arbitrary large values.  

Landmark Attention

There is an important info hidden inside

a lot of irrelevant text. Find it and

memorize them. I will quiz you about the

important information there.

<prefix filler by continuously repeating:

The grass is green. The sky is blue. The

sun is yellow. Here we go. There and back

again.>

The pass key is <PASS KEY>. Remember it.

<PASS KEY> is the pass key.

<suffix filler>

What is the pass key? The pass key is

(a) Prompt Format
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(b) Retrieval Accuracy

Figure 3. Prompt format used for comparing retrieval accuracy of the vanilla LLaMA 7B and its counterpart fine-tuned with landmarks.
The points marked with a red cross represent cases where the model ran out of memory. Points marked with a green star use a more
efficient inference mechanism (see Appendix H). Inference is done by feeding the segment in windows of length 250 tokens (excluding
the inserted landmark tokens). The top k=4 landmarked blocks are retrieved. Retrieval accuracy is measured for a fixed total prompt
length, by using the suffix and prefix filler. Results are averaged over 50 random generation of the pass key (a random number between 1
and 50000), which each time is located at a random position in the full-length prompt. The space before and after the pass key is filled
accordingly by the suffix and prefix filler. The gray box marks the region where the prompt length is within lengths used during original
LLaMA training.

not their position). While this is an important improvement
and facilitates extrapolation to large context lengths, it can
be expected that the performance would be further improved
if the exact indexing method can be used. Unfortunately,
existing proposals limit (or completely disable) attention
to far tokens which defeats our purpose. While we briefly
discuss a possible solution for models with landmark tokens
in Appendix F, we leave a more thorough investigation as
future work. We note that once such method is developed,
it can be directly combined with landmark tokens, yielding
inference capabilities at any length.
Hierarchical Landmarks. In large-scale settings, the
landmark tokens can be stored in k-nearest neighbor data
structures to improve retrieval performance and reduce mem-
ory usage. However, an alternative is to introduce hierarchy
with higher level landmark tokens controlling the attention
to lower level landmarks. In Appendix E, we investigate
adding a special token which acts as a gate to all landmark to-
kens. This token can for example be used to decide whether
a retrieval is necessary. Similarly, this token can be used
at different memory cache levels where high attention to
this token would constitute a cache miss, leading to lookup
in lower-level (and slower) caches. We leave exploration of
possible hierarchical landmark tokens as a future direction.
Training with Cache. For simplicity, in this work we focus
on using the standard training procedure. While we expect
the standard softmax mechanism to closely resemble the
retrieval at inference, given the special indexing scheme,
it is possible that the model would gain additional benefit

from incorporating the cache during training. We leave
investigation of such training variants as a future work.

5 Conclusion

In conclusion, this work presents a novel method for training
attention to retrieve relevant blocks from memory. Unlike
previous methods that rely on recurrence to create memory,
our approach enables direct access to previous tokens, en-
suring accurate information retrieval without the problem of
slowly forgetting past data. We have demonstrated that our
method achieves comparable performance to recurrent meth-
ods such as Transformer-XL while utilizing less computa-
tional resources. Additionally, our attention-based retrieval
process allows for tracking and interpretability, providing
insights into the information used to generate the output.
Importantly, our results highlight the ability of our approach
to handle significantly longer context lengths than those
encountered during training. Moreover, we have shown
that this capability can efficiently be incorporated into ex-
isting pre-trained models through fine-tuning, showcasing
improved retrieval capabilities in the LLaMA 7B language
model. Overall, our method enables efficient inference with
arbitrary context lengths, making it suitable for accessing
large inputs and processing fine-grained information within
the large context.
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Plan to evaluate using:

• Realistic models
• Real-world device traces from FedScale [3]

• What is the model convergence speed compared to FL?
• How energy-efficient is DecentraLearn?

DecentraLearn: Robust Learning in Decentralized
Environments using Best-Effort Aggregation

Motivation

Approach

Benefits

1. Model Engineers create learning tasks and 
publish in a decentralized meta-overlay
• Peer-reviewed to prevent abuse

2. End-users join a decentralized meta-overlay 
to discover learning tasks
• Peers gossip available learning tasks

Challenges using Server

1. Selecting clients for model 
training

2. Aggregating model updates
3. Tracking availability and 

capabilities of devices

...

Server

Models

Learning Task 1

...

Learning Task n

...

Clients

1. Single point of failure
2. Infrastructure and maintanance costs
3. Risk of censorship

Evaluation

Server in FL Setups [1]

RQ: How can we design a distributed learning setup without any 
critical dependency on a server?

Creating/Discovering Learning Tasks Solving Learning Tasks

1. Server available
• server-side aggregation (asynchronously)

2. Server unavailable
• gossip aggregation

3. Doubly weighted averaging
• server model vs. model age

A central server is optional in our design and not critical for progression of training!

1. Open infrastructure for creating and solving 
learning tasks

2. Autonomy for end-users to work on the learning 
tasks they want

3. No dependency on central server
• But a server can speed up the model training

[1] Bonawitz, Keith, et al. "Towards federated learning at scale: System design." Proceedings of machine learning and systems 1 (2019): 374-388.
[2] Hegedűs, István, Gábor Danner, and Márk Jelasity. "Gossip learning as a decentralized alternative to federated learning." DAIS, 2019.
[3] Lai, Fan, et al. "Fedscale: Benchmarking model and system performance of federated learning at scale." International Conference on Machine Learning. PMLR, 2022.

Faculty: Prof. Anne-Marie Kermarrec

Meta-Overlay

Model
Engineer

Learning
Task1 2

Sub-Overlay

1

2

Federated Learning vs. Gossip Learning [2]

Scalable Computing Systems Laboratory

Martijn de Vos, Akash Dhasade, Anne-Marie Kermarrec,
Rafael Pires, Mathis Randl, Rishi Sharma 



Energy-Aware Decentralized Learning with 
Intermittent Model Training

Martijn de Vos1,  Akash Dhasade1, Paolo Dini2, Elia Guerra1,2, Anne-Marie Kermarrec1, Marco Miozzo2, Rafael Pires1, and Rishi Sharma1

1Scalable Computing Systems Laboratory, École polytechnique fédérale de Lausanne (EPFL)
2Centre Tecnològic de Telecomunicacions de Catalunya (CTTC)

SkipTrain

• In D-PSGD [1] each node iteratively 
executes training, sharing, and aggregation 

• Synchronization rounds: sharing and 
aggregation
• Each model converges towards the 

global average model [2] 
• Training rounds: training, sharing, and 

aggregation
• Train the model on the local dataset 

• In decentralized learning (DL), nodes 
have intermittent network and 
constrained energy budgets

• Several efforts in the literature to 
improve communication efficiency

• Energy spent on the training process 
is often overlooked 

Synchronization rounds Participation probabilities 

[1] X. Lian, et al. “Can decentralized algorithms outperform centralized algorithms? a case study for decentralized parallel 
stochastic gradient descent,” Advances in neural information processing systems, vol. 30, 2017.
[2] L. Xiao, et al. “Fast linear iterations for distributed averaging”, Systems & Control Letters, vol. 53, no. 1, pp. 65–78, 2004.

Scalable Computing Systems Laboratory

Introduction

Insights

• Training is more energy-demanding
than sharing and aggregation

• DL convergence is faster with all-
reduce aggregation

• Energy budgets distributed over
the duration of the learning process

Setting

            

  

  

  

     

 
 
 
 
 
 
 
 
  
 
 
  

 

               

• Each client has an upper bound on
the percentage of battery that can be
used for training

• Participation probabilities distribute
the energy budgets (𝜏𝑖) across total
number of rounds (𝑇)

Evaluation

Experimental setting Results: SkipTrain

• Datasets: CIFAR-10 and FEMNIST
• Models: CNN
• SkipTrain: fixed number of rounds 
• SkipTrain-Constrained: fixed energy 

budgets to compare accuracy 

 

      

     

      

    

 

 

 

   

           

    

    

     

    

     

     

     

     

     

    

     

     

    

     

    

 
 
 
 

 

      

     
      

    
     

      

    

 

 

 

        

           

 
 
 
 

 

 
 
 
 

      

                    

 

 

 

        

1) D-PSGD

2) SkipTrain

3) SkipTrain-Constrained

  
  

  

  

 
 
 
 
 
 
 
 
  
 
 
  

 

         

  
  

  

  

        
         

                                 

  
  

  

  

          

    
  

  

  

  

 
 
 
 
 
 
 
 
  
 
 
  

 

    
  

  

  

  

                

       

    
  

  

  

  

      
  

  

      
  

  

      
  

  

    
  

  

  

 
 
 
 
 
 
 
 
  
 
 
  

 

         

    
  

  

  

        
         

               

    
  

  

  

          

       
  

  

  

         

       
  

  

  

        
         

               

       
  

  

  

          

      
  

  

  

 
 
 
 
 
 
 
 
  
 
 
  

 

      
  

  

  

           

       

      
  

  

  

   
  

  

  

   
  

  

  

                   

       

   
  

  

  

      
  

  

  

      
  

  

  

      
  

  

  

    

 

  

      

 
  
 
 

        

    

 

  

  

  

       

    
  

  

  

 
 
 
 
 
 
 
 
  
 
 
  

 

         

    
  

  

  

        
         

               

    
  

  

  

          

       
  

  

  

         

       
  

  

  

        
         

               

       
  

  

  

          

      
  

  

  

 
 
 
 
 
 
 
 
  
 
 
  

 

      
  

  

  

           

       

      
  

  

  

   
  

  

  

   
  

  

  

                   

       

   
  

  

  

      
  

  

  

      
  

  

  

      
  

  

  

Results: SkipTrain
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MOTIVATION

Urban areas are ideal to implement a coordinated, multi-
sectoral response to climate change since they are:
Ø responsible for 75% of GHG emissions 
Ø their livability significantly impacted by climate change
Ø represent a natural integrator of many systems (energy, 

transport, clean/waste- water, and buildings)

UrbanTwin
An urban digital twin for climate action: 

Assessing policies and solutions for energy, water, and infrastructure
Georgios Sarantakos1, Prof. Dr. David Atienza2

1 Distributed Electrical Systems Laboratory 2Embedded Systems Laboratory

OBJECTIVES

Develop and validate an integrated tool to support stakeholders in making
data-driven and science-backed decisions for the achievement of climate
and energy goals.
This will enable them to:
ü probe the effectiveness of potential solutions,
ü head off problems,
ü prevent downtime, and
ü develop new opportunities and planning strategies for the future.
The tool will be validated at the new EPFL datacenter experimental facility,
the EPFL campus, and the demo sites in Aigle (VD) and in Lausanne (VD).

ACKNOWLEDGEMENT
This research is carried out in the frame of the “UrbanTwin: An urban digital twin for climate action: Assessing policies and solutions for 

energy, water and infrastructure” project with the financial support of the ETH-Domain Joint Initiative program in the Strategic Area Energy, 
Climate and Sustainable Environment

ACTIVITIES

WP1: Analyze and model the joint 
management of energy and water for an 

urban demonstration site

Examples of Interrelationships Between Water and Energy (source: U.S. DOE 
(2006) Energy demands on water resources, U.S. Department of Energy_

WP2: Analyze and model socio-economic 
and environmental linkages with energy.

WP4: Analyze the RE 
potential and the 

promotion of efficient 
energy use in local 

communities

Model development                                  Digital tool development               Case studies 

WP3: Develop
edge-to-Cloud 
and multi-scale 

digital twin 
technologies for 

data gathering and 
application-driven 

optimization of 
resources

This UrbanTwin tool will
involve:
a) a detailed model of critical

urban infrastructure, such
as energy, water, buildings
and mobility,

b) underlying socio-
economic, environmental
and climate drivers

c) inter-dependencies
among various systems

d) multi-sectoral data
acquisition from critical
urban infrastructure to
create a multi-scale digital
twin running on a large-
scale IT infrastructure.

For the achievement of the
project goal, 19 partners
from EPFL, ETHZ, EAWAG,
WSL and EMPA are involved.
Furthermore, the UrbanTwin
capitalizes on the network of
3 EPFL centers, notably
CLIMACT, CIS, and EcoCloud.

This can be
achieved with the
use of a digital
twin, which is an
algorithm designed
to faithfully reflect
a physical object,
system or system
of systems, along
with all its
dynamics.

WP5: Assessment of 
climate impact on 
infrastructure and 
pathway feasibility



X-HEEP: An Open-Source, Configurable and 
Extendible RISC-V Microcontroller for the 

Exploration of Ultra-Low-Power Edge Accelerators

Simone Machetti, Pasquale Davide Schiavone, Thomas Christoph 
Müller, Miguel Peón-Quirós, David Atienza

Tech
TSMC 65 nm LP 

CMOS

Area 6 mm2

Voltage 
range

0.8 V – 1.2 V

Freq 
range

32 kHz – 470 MHz

Power 
range

230 uW – 48 mW

X-HEEP: eXtendible Heterogeneous Energy Efficient Platform

HEEPOCRATES: X-HEEP-based Chip for Healthcare Applications

Configurable and Extendible Architecture Design Flow Support

Post-PnR Layout and Silicon Characterization

Configurable 
RISC-V core:

● cv32e20 [1]
● cv32e40p [2]
● cv32e40x [3]

XIF: configurable 
interface to plug 
in coprocessors

Configurable 
peripherals:

● DMA
● GPIO
● UART
● I2C
● SPI
● …

PLIC: configurable 
platform interrupt 

controller

Configurable 
power manager:

● Clock-gating
● Power-gating
● RAM retention

XAIF: configurable 
interface to plug in 

accelerators

CONFIGURATION → SystemVerilog templates

Automatic tools to configure the RTL code of X-HEEP 
thanks to customizable parameters

Configurable 
number of 

memory banks

Configurable bus 
topology:

● One-at-a-time
● Fully-connected

Configurable bus 
addressing:

● Contiguous
● Interleaved

SW IMPLEMENTATION → HAL and FreeRTOS

● Includes an hardware abstraction layer (HAL) for easy 
access to peripherals’ functionalities

● Supports FreeRTOS to enable concurrent execution 
and enhance resource management

SIMULATION AND HW IMPLEMENTATION → FuseSoC

Automatic tool to generate the required script to 
simulate and implement the design

Supported tools:

● Simulation: Verilator, Questasim, etc.
● ASIC: Design Compiler, Innovus, etc.
● FPGA: Vivado, etc.
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Energy Consumption

cv32e20 core

In-memory 
computing (IMC) 
accelerator [4]

8 x 32 KB of 
SRAM banks
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All available 
peripherals in place

Fully-connected bus with 
contiguous addressing

Coarse-grained 
reconfigurable 
array (CGRA) 

accelerator [5]

12 power 
domains
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[4] William Andrew Simon, Yasir Mahmood Qureshi, Marco Rios, Alexandre Levisse, Marina Zapater, and David Atienza. 2020. Blade: an in-cache computing architecture for edge devices. IEEE 
Transactions on Computers, 69, 9, 1349–1363.
[5] Loris Duch, Soumya Basu, Rubén Braojos, David Atienza, Giovanni Ansaloni, and Laura Pozzi. 2016. A multi-core reconfigurable architecture for ultra-low power bio-signal analysis, 416–419.

X-HEEP LINUX
Cortex-A9

PROGRAMMABLE 
LOGIC

PROCESSING 
SYSTEM

Implementation and Features

FULL VIRTUALIZATION → No off-board I/O connectivity required

All peripherals virtualized under  Linux

Examples: JTAG virtualized towards Linux GPIOs, UART virtualized 
towards a Linux serial port, FLASH virtualized on the board DRAM, etc. 

Useful Links

ESTIMATIONS → Performance and energy

● Performance estimation through dedicated performance counters
● Energy estimation based on TSMC 65nm CMOS technology

USER INTERACTION → Jupyter notebook

Dedicated Python class to support interaction through Jupyter notebook

IMPLEMENTATION → Zynq 7020 on Pynq-Z2 board

X-HEEP implemented on the programmable logic side communicates with 
the Linux system on the processing system side

ZYNQ 7020

PYNQ-Z2

APPLICATION → EEG Seizure Detection [6]

Convolutional neural network (CNN) used to detect seizures 
in electroencephalography (EEG) signals.

[6] Catalina Gómez, Pablo Arbeláez, Miguel Navarrete, Catalina Alvarado-Rojas, Michel Le Van Quyen, 
and Mario Valderrama. 2020. Automatic seizure detection based on imaged-eeg signals through fully 
convolutional networks. Scientific reports, 10, 1, 1–13.

X-HEEP: eXtendible Heterogeneous Energy Efficient Platform

FPGA: Fully-virtualized Platform for Healthcare Applications Useful Links

HEEPOCRATES: X-HEEP-based Chip for Healthcare Applications

X-HEEP FPGA-HW

X-HEEP → Main repository of X-HEEP

https://github.com/esl-epfl/x-heep

FPGA → Repositories of the FPGA emulation platform

https://github.com/esl-epfl/x-heep-femu

https://github.com/esl-epfl/x-heep-femu-sdk

Open-source Repositories

[1] Low-power, 32-bit, in-order RISC-V core with a 2-stage pipeline that implements RV32[E|I][M]C instruction set architecture.
[2] High-performance, 32bit, in-order RISC-V core with a 4-stage pipeline that implements RV32IMFC[Xpulp] instruction set architecture.
[3] High-performance, 32-bit, in-order RISC-V core with a 4-stage pipeline that implements the 
RV32[I,E][M|Zmmul][A]Zca_Zcb_Zcmp_Zcmt[Zba_Zbb_Zbs|Zba_Zbb_Zbc_Zbs]ZicntrZihpmZicsrZifencei[X] instruction set architecture and offers extensions through the CORE-V-XIF interface.

FPGA-SW

https://github.com/openhwgroup/core-v-xif
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